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What is GEF?
Graphical Editing Framework (GEF) allows developers to create a rich graphical editor from an existing application model. 
GEF is completely application neutral and provides the groundwork to build almost any application, including but not limited to: activity diagrams, GUI builders, class diagram editors, state machines, and even WYSIWYG text editors.
Its effectiveness lies in a modular build, fitting use of design patterns, and decoupling of components that comprise a full, working editor. The sheer number and variety of concepts and techniques present in GEF learned and correctly used help to develop highly scalable and easy to maintain software.

GEF consists of 2 plug-ins. The draw2d plug-in provides a layout and rendering toolkit for displaying graphics and GEF Part itself who is the MVC framework.
org.eclipse.draw2d
· Efficient layout and rendering support

· Various figure and layout implementations

· Borders

· Cursors and Tooltip support

· Connection anchoring, routing, and decorating

· Multiple, transparent layers

· Flexible coordinate systems

· Overview window (thumbnail with scrolling)

· Printing

org.eclipse.gef
· Tools like Selection, Creation, Connection and Marquee tools 

· A Palette for displaying those tools 

· Handles for resizing objects and bending connections 

· Two types of GEF Viewers (Graphical and Tree) 

· A Controller framework for mapping the business Model to a View 

· Plug-in policies for mapping interactions with the view to changes in the model 

· Various implementations for showing feedback and adding selection handles 

· Various request types and tools or actions that send these requests to the controllers 

· Undo/Redo support via Commands and a CommandStack

The developer can then takes advantage of the many common operations provided in GEF and/or extend them for the specific domain.
GEF employs an MVC (model-view-controller) architecture which enables simple changes to be applied to the model from the view. [image: image1.png]controller

view





Why should we use it?
With GEF, we have a framework which can really simplify development of graphical editors.
It’s an MVC framework and in my mind MVC design pattern is the best way to do a graphical editor and a good way to divide the work between the two teams. One team can do the business part and the other one the UI because there is no hard links between the two parts.

The GEF architecture provides easy maintenance improvement of the editor. With it it’s easy and fast to add a new functionality

GEF can be fully linked to the EMF model. Each GEF object can be linked to an EMF object it’s not necessary but it’s natural.
The model stays very clean because all the logic of the editor is elsewhere, and it doesn't have any references or dependencies with the other parts of the editor. So it can be reused in another application without any changes. 

The same applies to the view. If you have defined interfaces between the controllers and the views, you can easily replace the view by another one without changing anything else. 

Each piece of the editor has a well-defined role: the model stores the data, the view displays the data, and the controllers implement the logic to bind them together. So the code stays very clear because there is a clean separation between the different things, and you don't end up with everything mixed in some kind of a spaghetti plate.

Like said above GEF provide all the stuff needed to draw customs figures:

· figure and layout implementations

· Borders

· Cursors

· Connection anchoring, routing, and decorating

· Selection, Creation, Connection and Marquee tools

· Palette for displaying tools

· Handles for resizing objects and bending connections

· Controller framework for mapping the business Model to a View 

· Undo/Redo support via Commands and a CommandStack

GEF is a little bit hard difficult to handle I’m thinks it’s the only thing against.
Model classes

When creating a model use the following guidelines: 

· The model stores all data that may be edited or viewed by the user. In particular, this also means data pertinent to the visual representation, such as bounds. You may not rely on either edit parts or figures to keep such data, as they may be created and discarded at will.
A simple model
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 If you dislike storing visual data together with your business data, consider the suggestion made here:

A model split into business and view models
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· Provide ways of persisting the model. Ensure that when an editor is closed your model is persisted. When the same editor is opened, implement a method for the model to restore its state from permanent storage. 

· The model must remain ignorant of the view or the controller. Never store any references to either the view or the controller. GEF may discard a view or a controller under certain circumstances. If you keep references to them, you are left with an inactive figure or an edit part. 

· Provide a way for others to listen to changes in your model. This allows the controller to react to changes and appropriately adjust the view. Since you are not allowed to keep a reference to the controller, the only way to deal with it is to provide a way for a controller to register (and unregister!) with your model as a receiver of events. A good choice is a property change event notification defined in the java.beans package. 

As the above outlined rules are common for all models, it is beneficial to create a hierarchy of base classes that enforces them. The ModelElement extends Java's Object class, adding three features: persistence, property change, and property source support. Simple model persistence is guaranteed by implementing [image: image4.png]


the java.io.Serializable interface together with [image: image5.png]


the readObject method. This solution permits one to save the editor's model in a binary format. While it may work for certain applications, it does not provide format portability. In more complex cases, one may implement saving the model in XML or similar format. Model changes are communicated using property change events. The base class allows edit parts to [image: image6.png]


register and [image: image7.png]


unregister as receivers of property change notifications. Those are posted by calling [image: image8.png]


the firePropertyChange method. Finally, in order to aid integration with the Properties view of the workbench, [image: image9.png]


the IPropertySource interface is implemented (details of which are omitted in Figure 2). 

public abstract class ModelElement implements [image: image10.png]


 IPropertySource, [image: image11.png]


 Serializable {

    private transient PropertyChangeSupport pcsDelegate = 

        new PropertyChangeSupport(this);
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 public synchronized void addPropertyChangeListener(PropertyChangeListener l) {

        if (l == null) {

            throw new IllegalArgumentException();

        }

        pcsDelegate.addPropertyChangeListener(l);

    }
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 protected void firePropertyChange(String property, 

                                      Object oldValue, 

                                      Object newValue) {

        if (pcsDelegate.hasListeners(property)) {

            pcsDelegate.firePropertyChange(property, oldValue, newValue);

        }

    }
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 private void readObject(ObjectInputStream in) throws IOException, 

                                                         ClassNotFoundException {

        in.defaultReadObject();

        pcsDelegate = new PropertyChangeSupport(this);

    }
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 public synchronized void removePropertyChangeListener(PropertyChangeListener l) {

        if (l != null) {

            pcsDelegate.removePropertyChangeListener(l);

        }

    }

    ...

}

Fig 2. The base class of all model objects 

Command

Commands encapsulate model changes, therefore providing support for undoable operations.

Strictly speaking, Commands are also conceptually part of the model. They are not the model per se, but the means by which the model is edited. Commands are used to perform all of the user's undoable changes. Ideally, commands should only know about the model.

Rather than modifying the model directly, GEF requires that you do it with the help of commands. Each command should implement applying and undoing changes to the model or its part. This way GEF editors automatically support the undo/redo of model alterations.
Command is GEF's abstract base class whose function is simply to encapsulate our application's response to a request. Key methods included in the Command class are the following: 

· execute(): Command provides a no-op implementation. As the name suggests, this contains the code to apply any change to the model that the Command object encapsulates

· undo(): used to reverse the effect of execute(). Here Command also provides a no-op implementation

· redo(): used redo a command execution. The Command implementation simply calls execute(), which should usually be adequate

· canExecute(): whether execute() can be executed. The subclass can implement this to specify the conditions under which the command can be executed

· canUndo(): whether undo() can be executed. The Command implementation simply returns true, which subclasses can override

· canRedo(): whether redo() can be executed. The Command implementation here also simply returns true

Any non-trivial Command subclass would need to implement execute(). Implementation of undo() would be recommended in most cases. The other methods are optional and would only be overridden as required. 

Lets take a look at an exemple: 
public class ColumnCreateCommand extends Command

{

    private Column column;

    private Table table;

    public void setColumn(Column column)

    {

        this.column = column;
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 this.column.setName("COLUMN " + (table.getColumns().size() + 1));

        this.column.setType(Column.VARCHAR);

    }

    public void setTable(Table table)

    {

        this.table = table;

    }

    public void execute()

    {
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 table.addColumn(column);

    }

    public void undo()

    {
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 table.removeColumn(column);

    }

}

Much of the class is self-explanatory. We have setter methods to populate the Command object with the newly-created Column as well as the target container Table. We arbitrarily provide a name and type for the Column [image: image19.png]


, which the user can later change. We can also see that execute() [image: image20.png]


simply adds the Column object to the Table, and undo() [image: image21.png]


simply reverses that change. 

The use of Commands has two key advantages 
· Commands are more elegant and in line with OO best practice

· The Command framework has built-in support for undo and redo functionality
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The Command implementation is closely tied to the model, and should be cleanly separated from GEF-specific components. Observing this rule preserves the clean separation between commands and the UI logic, helping to keep code more maintainable and bug-free. 

The view
The display component in both GEF and draw2d is built around the draw2d IFigure interface. Figures in draw2d are lightweight objects which can be nested to create a complex graphical representation. The view is created by rendering and laying out the set of figures which reflect the model. In a typical GEF application, you would normally create a set of customized IFigure implementations, each subclassing Figure.
Figures

Even though your view may not have any references to either the model or the controller, it must have a visual attribute for every important aspect of the model that the user may wish to inspect or change. It is thus much more common to define intricate figures with the number of visual attributes, such as color, text, nested figures, etc., matching the number of attributes of the model they represent.
Layout Management

GEF provides a layout management framework which is distinct from the Swing and Eclipse SWT layout managers: its job is specifically to handle layout of the child figures of draw2d IFigure instances. Your job as an application developer is to decide which layout manager to use for each figure containing child figures.
The Controller

We only really move into GEF territory proper when we start talking about the controller in the MVC trilogy. GEF provides an abstraction that prevents the model from having to know about the figures, and vice versa. At the centre of this architecture is the EditPart interface.

EditParts

For each independent piece of the model we must define a controller. By "independent" we mean an element that may be subject to user manipulations. A good rule of thumb to follow is that anything that may be selected or deleted should have its own edit part. 

The role of edit parts is to understand the model, listen to events about its changes, and update views, correspondingly.
Every separately editable part of the model will need to be associated with an EditPart instance. This means that there will usually be a close to one-for-one mapping between classes in the model hierarchy and classes in the EditPart hierarchy. In most cases, an EditPart is also a GraphicalEditPart, which means that as well as managing a model component, it also has an associated view component. Because the model and view are completely decoupled, all coordination between the model and the view must be managed by the EditPart.

This coordination can be divided into two separate areas of activity: 

1. Acting as a listener to changes in the model so that these can be propagated to the view, by calling layout related methods.

2.  Providing a means by which user interaction can be interpreted and propagated to changes in the model. Central to this are EditPolicies.

3. Managing what are known as direct edits, where the user types text directly into an editable control 

Requests

The real magic in GEF is being able to interpret user interactions and transform these into requests, which the application can work with in an object-oriented fashion. As users interact with the application, GEF's behind-the-scenes work produces Request objects.

Different types of user interactions will produce different Request types - these are well covered in the GEF API and platform documentation. These request objects neatly encapsulate the information the application needs to transform user interaction into changes to the model.
EditPolicies and Roles

An EditPolicy is really just an extension of an EditPart, in the sense that certain editing related tasks are passed on from the EditPart to its EditPolicy delegates. EditPart implementations would rapidly become bloated if they had to take on everything that EditPolicies do. To understand what an EditPolicy is and what it does, lets start by looking at the createEditPolicies() method in TablePart: 
protected void createEditPolicies()

{

    installEditPolicy(EditPolicy.GRAPHICAL_NODE_ROLE, new TableNodeEditPolicy());

    installEditPolicy(EditPolicy.LAYOUT_ROLE, new TableLayoutEditPolicy());

    installEditPolicy(EditPolicy.CONTAINER_ROLE, new TableContainerEditPolicy());

    installEditPolicy(EditPolicy.COMPONENT_ROLE, new TableEditPolicy());

    installEditPolicy(EditPolicy.DIRECT_EDIT_ROLE, new TableDirectEditPolicy());

}

Each call to installEditPolicy() in the above method registers an EditPolicy with the EditPart. The key constant used in each of these calls is the name of the role used. For example, EditPolicy.CONTAINER_ROLE is simply the string "ContainerEditPolicy". 

The use of a particular role name in the installEditPolicy() call is really just a convention - the framework does not attach any behavior to a particular choice of role name. What distinguishes an EditPolicy implementation (and its corresponding role) is the type of requests it understands. Most of the abstract EditPolicy classes provide an implementation of the getCommand(Request request) method. 

In ContainerEditPolicy we find the following: 
public Command getCommand(Request request) {

  if (REQ_CREATE.equals(request.getType()))


return getCreateCommand((CreateRequest)request);

  if (REQ_ADD.equals(request.getType()))


return getAddCommand((GroupRequest)request);

  if (REQ_CLONE.equals(request.getType()))


return getCloneCommand((ChangeBoundsRequest)request);

  if (REQ_ORPHAN_CHILDREN.equals(request.getType()))


return getOrphanChildrenCommand((GroupRequest)request);

  return null;

}

Here getCommand() simply uses the request type to determine which getXXXCommand() method to call. In ContainerEditPolicy, getCreateCommand() is abstract - we must provide an implementation in order to use the base ContainerEditPolicy functionality. 

Here is an implementation exemple of TableContainerEditPolicy: 
public class TableContainerEditPolicy extends ContainerEditPolicy

{

    protected Command getCreateCommand(CreateRequest request)

    {
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 Object newObject = request.getNewObject();

        if (!(newObject instanceof Column))

        {

            return null;

        }

        Column column = (Column) newObject;
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 TablePart tablePart = (TablePart) getHost();

        Table table = tablePart.getTable();
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 ColumnCreateCommand command = new ColumnCreateCommand();

        command.setTable(table);

        command.setColumn(column);

        return command;

    }

}

EditPolicy implementations simply amount to using a Request object to generate a Command. getCreateCommand() method 

· [image: image26.png]


gets the new object embodied in the CreateRequest and makes sure that it is an instance of Column,

· [image: image27.png]


gets the Table object associated with the host EditPart, and

· [image: image28.png]


creates an instance of the relevant Command class, configures it with the Table and Column information, and returns it
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