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1. Introduction

1.1 Purpose of this document

The main purpose of this document is to provide the user that will have the roll of system administrator for the CVSQL. This document will provide the details of installation and configuration for optimal performance.

1.2 Intended Audience

The intended audiences for this document are the system administrators and administrators of CVSQL.

1.3 Scope

This document should provide the intended audience with the following information:

· How to install

· How to properly configure the software

· How to add new CVS repository

· Defined in configuration of cvsql.cvs.ini

· How to add new CVSQL users

· Defined in configuration of cvsql.user.ini

· Detailed description of all configuration files

1.4 Definitions and acronyms
1.4.1 Definitions
	Keyword
	Definitions

	Distributed Software Development
	All the tools neccessary to facilitate collaboration on a software project between two or more people who are geographically separated.

	CVSQL
	A means of accessing the CVS repository logs using a subset of the SQL.

	Web service
	Distributed component model built on top of existing Web standards (HTTP, XML)


1.4.2 Acronyms and abbreviations
	Acronym or Abbreviation
	Definitions

	XML
	Extensible Markup Language

	JDBC
	Java DataBase Connectivity

	SQL
	Structured Query Language

	CVS
	Concurrent Versioning System

	CVSQL
	Concurrent Versioning System Structured Query Language

	XML-RPC
	XML - Remote Procedure Call

	HTTP
	HyperText Transfer Protocol


1.5 References

· CVSQL 1 documentation

· http://xmlrpcpp.sourceforte.net/ XML-RPC C++ Library – The C++ implementation of the XML-RPC protocol

· http://www.cvshome.org/, Concurrent Versions System – The open standard for version control, 2003-11-25, The main site for all of the CVS information

· http://www.loria.fr/~molli/cvs/doc/cvsclient_5.html, The CVS client/server protocol, 2003-11-25, This page contains all important information required to build new CVS client or CVS client library by explaining the CVS client server protocol

· http://www.zpm.fer.hr/courses/idb/aud/sqlsyntax/select_frames.html, Select, 2003-11-25, Simple graphical representation of the complete SQL SELECT command

· http://mckoi.com/database/SQLSyntax.html#15, SQL Syntax, 2003-11-25, Simple SQL SELECT command explanation

· http://java.sun.com/products/jdbc/driverdevs.html, For Driver Writers, 2003-11-13, presents minimum requirements for JDBC compliance

· http://java.sun.com/products/jdbc/download.html, JDBC API Specification, 2003-11-13, Descriptions of the API for different JDBC versions

2. CVSQL

2.1 Introduction

CVSQL 2 is the result of the second generation CVSQL project.  The second generation CVSQL implements some new features, brings new functionality and solves detected issues from the first generation CVSQL software.

The main purpose of this project is to provide the user with all the information from the CVS repository only by using the SQL queries. CVSQL understands the SQL queries that are issued, transforms them into appropriate syntax and displays the result of the query. For the end user it looks just like there is a real database server on the other side.

CVSQL can connect to every CVS server even without user knowing how to use CVS or even knowing how to connect to the CVS or installing any CVS client.

The currently supported platform is Linux. The CVSQL 2 is portable but not ported to Microsoft Windows environment. All requirements are portable.

3. Installation

3.1 Installation Requirements

3.1.1 CVSQL Server

· Linux or other Unix with POSIX threads
· C++ Boost: http://www.boost.org/
· Libxml2: http://www.xmlsoft.org/
· latest version of iODBC driver: http://www.openlinksw.com/iodbc/
· XmlRpc++ library: http://xmlrpcpp.sourceforge.net/
· GCC C++ compiler, version 3.0 or higher: http://gcc.gnu.org/
· CVS binary has to be installed on the system

3.1.2 JDBC Driver

· Sun Java Development Kit, v1.4

· Apache Ant

3.2 Installing the software in Microsoft Windows environment

It is portable but not ported to Microsoft Windows environment. All requirements are portable.

3.3 Installing the software in Linux environment

The software is distributed as one .tar.gz file for Linux version. The file is named: cvsql-2.0..tar.gz.

This installation manual presumes that you have shell access to the server on which you would like to place CVSQL software and that you can access the command prompt shell. If you don't have shell access or cannot access the command prompt shell please contact your system administrator and ask him to perform this steps for you. It is not possible to install and configure the software without these rights.

In order to install the software follow these few simple steps:

3.3.1 Preparing for installation

1. Obtain the CVSQL source package: cvsql-2.0.tar.gz

2. Extract the package

In order to uncompress the file you should use the tar software. It should already be installed on your local Linux machine since it's part of the standard Linux distribution. If you don't have tar installed on your Linux machine you can download it from the web. If you don't have permissions to install the software, please ask your system administrator to do so.

tar xvzf cvsql-2.0.tar.gz

3. Enter the source directory

cd cvsql-2.0

4. Read 'INSTALL' file for installation instructions

less INSTALL

3.3.2 Building procedure

Type 'make' to build the server, example client and the JDBC driver.

To build just the CVSQL server:
cd src/server && make

To build just the client:

cd src/client && make

To build just the JDBC driver:

cd src/jdbc && ant

To create the reference documentation:

cd doc/reference && make

Type 'make install' to install the server and example client. Note that JDBC driver is not installed by default. Copy it from the build directory manually.
Install locations:

· server binary: /usr/local/sbin/cvsqld

· client program: /usr/local/bin/cvsql

· config files: /etc/cvsql

· reference docs: /usr/local/doc/cvsql-2.0
4. Running the server in Linux environment

After the software is installed, it can be used for first test. It is recommended that you first try to start the software at this point, and, if everything is working fine, you should proceed to the server configuration.

First, examine and modify /etc/cvsql/cvsqlserver.xml:

vi /etc/cvsql/cvsqlserver.xml

In order to start the CVSQL server, type in the following command:

cvsqld /etc/cvsql/cvsql/cvsqlserver.xml

If everything is OK, the output should be something like this:

type: xmlrpc, port: 10001
running network server
XmlRpcServer::bindAndListen: server listening on port 10001 fd 4
XmlRpcServer::work: waiting for a connection

Testing of the CVSQL 2 server working correctly can be done using the CVSQL 2 command line client that comes with the distribution. Instructions on how to use the CVSQL 2 command line client can be found in the User Manual document.

5. Configuration

5.1 Introduction

Configuration of the CVSQL software is being done using the XML configuration files for the server itself, and for the databases from the CVS repository. Distribution version of CVSQL has some example configuration files defined. Those values are OK for testing purposes but they should be changed for a real server installation. Configuration files are XML (ASCII) files and can be changed using any text editor available. 

For Windows environment some of editors that can be used are:

· Notepad – Distributed with Microsoft Windows operating system

· UltraEdit – Available as shareware from www.ultraedit.com

If Microsoft Word or similar text processor is used to edit configuration files, please make sure that the output is the plain ASCII file and not some kind of (Microsoft Word) binary file.

For Linux environment, some of the editors are:

· jed – Available as package for most Linux system

· joe – Available as package for most Linux system

· vi – Should be already  installed on most Linux systems

· ed – The standard editor. Installed on the Linux system

If you use some other software that supports files that are not only ASCII such as OpenOffice.org or similar, please make sure that the output is plain ASCII file and not some kind of binary file.

5.2 Order of configuration

There is no specific order to configure CVSQL but this is the recommended one:

· server configuration file - contains main information settings about the CVSQL software, together with the databases list from the CVS repository

· databases configuration files - contain all the information about the particular CVS repository and its database representation

5.3 Server configuration file: cvsqlserver.xml
5.3.1 Introduction

The server configuration file is an XML file containing the settings of the CVSQL 2 server. There are three main parts (elements) of the configuration file: authentication info, the server type that will be running (XML-RPC or Legacy) and the database list.

Here is the example of the server configuration file, described right after the listing:

<?xml version="1.0"?>
<cvsql>

<authentication syspwd="no">


<user login="foo" pwd="37b51d194a7513e45b56f6524f2d51f2"/>

</authentication>

<server type="xmlrpc" port="8080"/>

<databases>


<database name="testdb" path="database.xml"/>

</databases>
</cvsql>

5.3.2 <authentication> element

Defines the user list who have the access to the server. The list is made of <user> elements with attributes "login" and "password" defining login and password data, respectively.

The "syspwd" attribute of the authentication element enables the possibility of using system passwords for users, if it's set to "yes". In that case, the CVSQL server has to be started as a 'root'.

5.3.3 <server> element

Defines the networking server that will be run as an interface to the CVSQL 2 server. There are two options – XML-RPC server or the Legacy XML Bridge / Server. The <server> element defines two attributes – server type and the port that a server will be listening on, using attributes "type" and "port", respectively. 

Configuration of the networking interface should have one of following definitions:

<server type="cvsql" port="9092"/>

<!-- Legacy Server -->
<server type="xmlrpc" port="8080"/>

<!-- XML-RPC Server -->

5.3.4 <databases> element

Defines the list of databases bound to the CVSQL server. The root element is <databases> which consists of number of <database> elements defining each particular database. Database is defined by its name and the path to its configuration file using attributes "name" and "path" respectively.

5.4 Database configuration file (example: database.xml)

5.4.1 Introduction

This file contains all the information about a database from CVS repository which data is available from the CVSQL. The whole repository is defined in the server configuration file, where all the databases are listed together with their configuration files. All these files are of the same kind – database configuration file, explained here.

The database configuration file conconsists database log path, user list and tables list with table options for each table. Here is the example of the database configuration file, described right after the listing:

<?xml version="1.0"?>
<cvsqldb log="/var/log/cvsql/cvsql2.log">
    <users>
        <user login="foo"/>
        <user login="bar"/>
        <user login="baz"/>
    </users>
    <tables>
        <table name="changes" type="cvs">
            <option name="path" value="/tmp/cvsrep/"/>
            <option name="module" value="CVSQL"/>
            <option name="table" value="changes"/>
            <option name="ttl" value="0"/>
            <option name="cvs" value="/usr/bin/cvs"/>
        </table>
        <table name="users" type="cvs">
            <option name="path" value="/tmp/cvsrep/"/>
            <option name="module" value="CVSQL"/>
            <option name="table" value="users"/>
            <option name="ttl" value="0"/>
            <option name="cvs" value="/usr/bin/cvs"/>
        </table>
        <table name="files" type="cvs">
            <option name="path" value="/tmp/cvsrep/"/>
            <option name="module" value="CVSQL"/>
            <option name="table" value="files"/>
            <option name="ttl" value="0"/>
            <option name="cvs" value="/usr/bin/cvs"/>
        </table>
        <table name="CVSQL" type="odbc">
            <option name="description" value="name:string,id:integer"/>
            <option name="query" value="SELECT name,id FROM test"/>
            <option name="connection" value="Palantir"/>
            <option name="username" value="foo"/>
            <option name="password" value="bar"/>
            <option name="database" value="testdb"/>
        </table>
    </tables>
</cvsqldb>

5.4.2 <cvsqldb> element

Besides that is the root element of the database configuration file, it defines the CVSQL database log file in the "log" attribute of the cvsqldb element.
5.4.3 <users> element

This is al listing of users who have access rights to the particular database in the CVS repository. The listing is made of <user> element with the attribute "login" representing the login (username) of the user. CVSQL server takes care of passwords and the logging in to the system.
5.4.4 <tables> element

This element contains tables descriptions for the particular database. Tables are defined using the <table> element with two parameters, "name" and "type", representing the table name and the type.

The value of the "type" attribute can be null, cvs, and odbc representing a 'dummy' table (provider that isn't providing any tables and ignoring all options), a table which represents a table that is used for CVS logs fetching using the SQL, and the table which contacts some other database and fetches data from there, respectively.

Tables also have their set of options defined using <option> element with the "name" and "value" attributes specifying the option and its value, respectively.

5.5 Adding a new CVS repository

Adding a new CVS repository for its data to be fetched using the CVSQL server consists of two steps:

1. Editing server configuration file and adding a new database in the database list (see chapter 5.3)

2. Adding new database configuration file (see chapter 5.4) with the name defined in the sever configuration file during the 1st step
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