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1. Introduction

1.1 Purpose of this document

The main purpose of this document is to provide the application developers with information about the available CVSQL 2 interfaces – the XML-RPC interface, Legacy XML Bridge / Server and the JDBC-driver.

1.2 Intended Audience

The intended audiences for this document are application developers who wants to make use of data from a CVSQL 2 server in  their applications.

1.3 Scope

This document should provide the intended audience with the following information:

· General information about the CVSQL 2

· Information about the CVSQL 2 Server interfaces

· Information about the JDBC driver

· Information about where to find more information about JDBC

· Data structure –list of all the tables and columns

· SQL syntax

· Error handling in CVSQL 2

1.4 Definitions and acronyms
1.4.1 Definitions
	Keyword
	Definitions

	Distributed Software Development
	All the tools neccessary to facilitate collaboration on a software project between two or more people who are geographically separated.

	CVSQL
	A means of accessing the CVS repository logs using a subset of the SQL.

	Web service
	Distributed component model built on top of existing Web standards (HTTP, XML)


1.4.2 Acronyms and abbreviations
	Acronym or Abbreviation
	Definitions

	XML
	Extensible Markup Language

	JDBC
	Java DataBase Connectivity

	SQL
	Structured Query Language

	CVS
	Concurrent Versioning System

	CVSQL
	Concurrent Versioning System Structured Query Language

	XML-RPC
	XML - Remote Procedure Call

	HTTP
	HyperText Transfer Protocol


1.5 References

· CVSQL 1 documentation

· http://xmlrpcpp.sourceforte.net/ XML-RPC C++ Library – The C++ implementation of the XML-RPC protocol

· http://www.cvshome.org/, Concurrent Versions System – The open standard for version control, 2003-11-25, The main site for all of the CVS information

· http://www.loria.fr/~molli/cvs/doc/cvsclient_5.html, The CVS client/server protocol, 2003-11-25, This page contains all important information required to build new CVS client or CVS client library by explaining the CVS client server protocol

· http://www.zpm.fer.hr/courses/idb/aud/sqlsyntax/select_frames.html, Select, 2003-11-25, Simple graphical representation of the complete SQL SELECT command

· http://mckoi.com/database/SQLSyntax.html#15, SQL Syntax, 2003-11-25, Simple SQL SELECT command explanation

· http://java.sun.com/products/jdbc/driverdevs.html, For Driver Writers, 2003-11-13, presents minimum requirements for JDBC compliance

· http://java.sun.com/products/jdbc/download.html, JDBC API Specification, 2003-11-13, Descriptions of the API for different JDBC versions

2. CVSQL 2

2.1 Introduction

CVSQL 2 is the result of the second generation CVSQL project.  The second generation CVSQL implements some new features, brings new functionality and solves detected issues from the first generation CVSQL software.

The main purpose of this project is to provide the user with all the information from the CVS repository only by using the SQL queries. CVSQL understands the SQL queries that are issued, transforms them into appropriate syntax and displays the result of the query. For the end user it looks just like there is a real database server on the other side.

CVSQL can connect to every CVS server even without user knowing how to use CVS or even knowing how to connect to the CVS or installing any CVS client.

The currently supported platform is Linux. The CVSQL 2 is portable but not ported to Microsoft Windows environment. All requirements are portable.

2.2 CVSQL 2 Server Interfaces

2.2.1 Introduction to CVSQL 2 Server

The CVSQL 2 server is the main part of the whole system. It consists of several parts taking care of different tasks in the operating of the whole system. The core part of the CVSQL 2 server are the SQL engine which supports the CVS database access and the SQL queries execution on the CVS system, and the Database engine (Data providers) itself.

The main support to the SQL engine is the SQL parser. It takes care of parsing the string representing the SQL query, validating, and transforming it into a set of object representing the query:

· SQLQuerySelection – description of selected columns

· SQLQueryTables – a list of data sources for the query

· SQLQueryExpression – a selection filter for the data

· GroupBy, OderBy, Limit – data ordering, grouping and limiting

The XML bridge provides the access to the CVSQL program to the 3rd party applications. The application can be written in any language, as long as it uses TCP/IP connection to connect and is able to parse XML responses by the XML bridge. The exact specification of the protocol is given in the Technical Documentation document.

The XML-RPC Server provides a standards-compliant interface to the CVSQL system. It uses the XML-RPC protocol for communication between client and server, so any client which understands XML-RPC can easily connect to the server.

Additional external interfaces of the CVSQL 2 server are CVS Log Provider, and ODBC Provider, described separately.

2.2.2 Legacy XML Bridge/Server

2.2.2.1 Introduction

The XML Bridge/Server provides legacy support for CVSQL clients (protocol v1.0), and a mechanism for JDBC driver to connect to the CVSQL server remotely (protocol v2.0). The protocol versions are identical except for the extra response-size number returned by the server in v2.0 protocol.

The protocol distinguishes two phases: login and query phase. Upon connection, the client authenticates itself with the server, by providing username and password. If authentication is successful, the protocol enters the second phase, in which the client issues SQL queries, and the server responds (the responses use the XML-based format).

2.2.2.2 Supported Commands

Client-to-server part of the protocol is line-oriented – each line is one command, and parameters are separated by space. Supported commands are:

· LOGIN <username>

Reports client username to the server, initialising the authentication phase of the protocol. This must be the first command issued by the client, and must be used only once.

· PASSWORD <password>

Sends client password to the server. This must be used only after successful response to the LOGIN command (and immediately after the LOGIN command). Upon the successful  response to this command, the query phase of the protocol is entered.

· PROTOCOL <version>

Switches the protocol to the specified version. By default version 1.0 (legacy CVSQL 1 protocol) is used. CVSQL 2 also defines version 2.0 (the version string is “2.0”). Note that the version switch takes effect only after the successful response from the server.

· SELECT ....

SQL query requested by the client. This must be used only in the query phase of the protocol.

· QUIT

Closes the connection. Can be used in either authentication or query phase of the protocol. The server responds to this command before closing the connection.

2.2.2.3 Message format

Server-to-client part is message-oriented – each server response is an XML-based message. Two message formats are defined:

· Response containing the query result – success responses to the SELECT command

<?xml version="1.0" encoding="UTF-8"?>
<!ELEMENT db (result, definition, values)>
<!ELEMENT result (number, text))>
<!ELEMENT number (#PCDATA)>
<!ELEMENT text (#PCDATA)>
<!ELEMENT definition (coldef*)>
<!ELEMENT coldef (type, name)>
<!ELEMENT type (#PCDATA)>
<!ELEMENT name (#PCDATA)>
<!ATTLIST coldef id CDATA #REQUIRED>
<!ELEMENT values (row*)>
<!ELEMENT row (value*)>
<!ELEMENT value (#PCDATA)>
<!ATTLIST value col CDATA #REQUIRED>
· Response containing the error code and message – returned after LOGIN, PASSWORD and failed SELECT commands. The response format definition (DTD) is:

<?xml version="1.0" encoding="UTF-8" standalone="yes"?> 
<!DOCTYPE resp [
<!ELEMENT number (#PCDATA)>
<!ELEMENT text (#PCDATA)> 
]>

Protocol v2.0 extensions:

· Each reply is preceded by information containing the XML message length in bytes. The information format is one line, as per this template:

<number_of_bytes>

2.2.2.4 An example session  

(bold is client input):

LOGIN foo
<resp><result><value>0</value><text>OK</text></result></resp>
PASSWORD bar
<resp><result><value>0</value><text>OK</text></result></resp>
SELECT * FROM table
<db>

<result><value>0</value><text>OK</text></result>

<definition>


<coldef id=”1”><type>int</type><name>id</name></coldef>


...

</definition>

<values>


<row><value>3</value><value>foobar</value></row>


...

</value>
</db>
PROTOCOL 2.0
<resp><result><value>0</value><text>OK</text></result></resp>
SELECT * FROM table
Content-Length: 2157
<db>

<result><value>0</value><text>OK</text></result>

<definition>


<coldef id=”1”><type>int</type><name>id</name></coldef>


...

</definition>

<values>


<row><value>3</value><value>foobar</value></row>


...

</value>
</db>
QUIT
Content-Length: 62
<resp><result><value>0</value><text>OK</text></result></resp>

2.2.3 XML-RPC Interface

2.2.3.1 Introduction

XML RPC protocol can be used for a communication towards the CVSQL 2 server, using the XML-RPC interface built into the CVSQL 2 server. The CVSQL 2 server (and client) use the XmlRpc++ library (the C++ implementation of the XML RPC protocol) that can be found at http://sourceforge.net/projects/xmlrpcpp
2.2.3.2 XML-RPC Library Installation

XML-RPC library installation, considering that the XmlRpc++ library is in the version 0.7, is manual. Manual installation includes copying header files into i.e. /usr/local/include/xmlrpcpp, and libraries into /usr/local/lib/libxmlrpcpp.* . 

2.2.3.3 XmlRpcValue: XML-RPC data transfer variable

XmlRpcValues are used more like variables in JavaScript, for example, than C++: the type of the value is determined by what you assign to it. So to make an int XmlRpcValue, you assign an int to it. If you use the [] operator with an int index, you are declaring that the value is an array type; similarly if the index is a string you have a struct. 
2.2.3.4 Usage: XML-RPC Request

Creating an XML request is simple, because only string data needs to be transferred. All the data is being put in an array of XmlRpcValue variable

// Create & test XMLRPC Client
XmlRpcClient c (m_host_charptr, m_port);
XmlRpcValue noArgs, args, result;

/* string input: login data, database name and the query */

args[0] = m_login;


// put login to XMLRPC request argument
args[1] = m_password;

// put password to XMLRPC request argument
args[2] = m_databaseName;

// put query to XMLRPC database name argument
args[3] = inputQuery;

// put query to XMLRPC request argument

if (c.execute("Query", args, result))

std::cout << "\nResponse to 'Query' method: " << result << "\n\n";
else

std::cout << "Error calling 'Query'\n\n";

2.2.3.5 Usage: XML-RPC Response (Transferring nested structs and arrays)

The recordset can be transferred as the result of the XML RPC procedure call, together with the table metadata in one response, using the rules for creating the proper XmlRpcValue variable (described in chapter 2.2.3.3). The CVSQL 2 server returns the metadata containing table name and the data type for each column from the queried table(s), and recordset containing rows with data.

Data returned can be described like this:

Column = {

string name;

string type;
};
Row = {

array<string> field;
};
ResultSet = {

array<Column> description;

array<Row> rows;
};

ResultSet Query(string user, string pwd, string db, string query);

Put in a human-understandable format, it could be said that a ResultSet is a struct of arrays. Going deeper, the database table description is an array of struct, and the data in rows is an array of array. Finally, back from the global point of view, ResultSet is a struct of (array of struct AND array of array).

Preparing a response by putting the above described ResultSet data to XML response is being done like this:

XmlRpcValue result;

// this is descriptor data
std::vector<SQLColumnDescription> col_desc = rs.GetDescription();
std::vector<SQLColumnDescription>::iterator col_desc_iter = col_desc.begin();
int i=0;
while (col_desc_iter != col_desc.end())
{

std::string c_name = col_desc_iter->name;

std::string c_type = rs.DescribeColumnType(col_desc_iter->type);

result["desc"][i]["c_name"] = c_name;

result["desc"][i]["c_type"] = c_type;

col_desc_iter++;

i++;
}

// this iterates through the recordSet data
engine::SQLSet::iterator rs_iter = rs.Begin();
i=0; int j=0;
while (rs_iter != rs.End())
{

ResultRow rr = *rs_iter;
// struct: 

std::vector<SQLDataContainer>::iterator col_iter = rr.columns.begin();

while (col_iter != rr.columns.end() )

{


SQLDataContainer col = *col_iter;


result["data"][i][j] = col.ToString();


col_iter++;


j++;

}

rs_iter++;

i++;
}

Put into the XML RPC response, the response data is looking like this (an example of table with one column which contains two entries):

<?xml version="1.0"?>
<methodResponse>
  <params>
    <param>
      <value>
        <struct>
          <member>
            <name>desc</name>
            <value>
              <array>
                <data>
                  <value>
                    <struct>
                      <member>
                        <name>c_name</name>
                        <value>author</value>
                      </member>
                      <member>
                        <name>c_type</name>
                        <value>string</value>
                      </member>
                    </struct>
                  </value>
                </data> 
              </array>
            </value>
          </member>
          <member>
            <name>data</name>
            <value>
              <array>
                <data> 
                  <value>
                    <array>
                      <data>
                        <value>srasic</value>
                      </data>
                    </array>
                  </value> 
                  <value>
                    <array>
                      <data>
                        <value>tcapan</value>
                      </data>
                    </array>
                  </value> 
                </data>
              </array>
            </value>
          </member>
        </struct>
      </value>
    </param>
  </params>
</methodResponse>


The XML-RPC interface takes care of encoding user queries and server responses into XML format that is transferred via the network, and on the other side converted again to the original data type (string for a query, and a ResultSet for the response). The complexity of the response nesting is practically unlimited, depending only on the complexity of data needed to be transferred.

Error reporting uses standard XML-RPC fault report mechanism. 

2.2.4 JDBC Driver

2.2.4.1 JDBC-driver

The JDBC-driver tries to adhere as close as possible to the JDBC-standard, at least to version 1.0. Of course, no operations which manipulates data are implemented. The interface definition for JDBC can be found in Suns Java API Specification, available at http://java.sun.com/j2se/1.4.2/docs/api/.

2.2.4.2 Installation

To install the JDBC-driver, just add the cvsql.jar-archive to a folder in the classpath. cvsql.jar file is located in the jdbcd directory of installation.

2.2.4.3 Usage

To initialize the driver for use in your own Java code, you first need to load the driver. This is done by the help of javas dynamic classloading facilities, which is the common behaviour for JDBC-applications. 

Class.forName("cvsql.CVSQLDriver");


If this fails, make sure that the .jar-archive really is located somewhere in the classpath, if it’s not, make sure to either move it or set the CLASSPATH environment variable to point at it. Also make sure to import the java.sql.*; package; 

import java.sql.*;


When the driver has been loaded successfully, a connection must på made to the server, using the standard JDBC-procedure:

Connection jdbcCon;

jdbcCon = DriverManager.getConnection( "jdbc:cvsql@cvsql.microsoft.com:2402",






"bgates","im_rich");


As you can see in the above example, the getConnection method takes three arguments. First argument is the connection URL, looks like this "jdbc:cvsql@server:port". Note that the port-part of the URL is mandatory! 

The default value for the port of the CVSQL server is 2402. If you cannot connect to the CVSQL server at the port 2402 please check the CVSQL configuration file or contact your CVSQL administrator or your local system administrator. 

After the URL you must provide the username and the password.

After a connection has been made to the server, queries are made by creating statement, which are executed. When a statement is successfully executed, a result set will be returned, which contain the result of the query.

Statement stmt = jdbcCon.createStatement();
ResultSet rs = stmt.executeQuery("select * from changes;");

To extract data from the resultset, the ResulSet class provides a number of iteration methods and getMethods for various types. This is thoroughly explained in the Java API documentation.

While(rs.next())

System.out.println(rs.getString("author")+" "+rs.getDate("date"));

2.2.4.4 Known bugs
· In a ResultSet, the column indexes starts from zero, but according to the JDBC standard, they should start from one. This is due to technical issues in the implementation. This will probably never be fixed.

2.2.4.5 Simple example

Class.forName("cvsql.CVSQLDriver");

Connection con = 

DriverManager.getConnection("jdbc:cvsql@server:4242:cvsone",

"user", "password");

Statement stmt = con.createStatement();

ResultSet rs = stmt.executeQuery("SELECT author, file, count(*) FROM files;");

while (rs.next()) {
    String s = rs.getString("FILE");
    float n = rs.getInt("REVISIONS");
    System.out.println(s + "   " + n);
}

2.2.5 ODBC Provider

OTL manual is found at http://otl.sourceforge.net/otl3.htm
2.2.5.1 ODBC setup example:

On Microsoft Windows it will look much like the image to the right. 
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Figure 1 – ODBC setup for Palantir

On Linux/UNIX the ODBC manager will have to be set up in /etc/odbc.ini

/etc/odbc.ini example:

[ODBC Data Sources]
palantir     = MyODBC 3.51 Driver DSN

[palantir]
Description  = MySQL driver
Driver       = /usr/lib/odbc/libmyodbc.so
Setup        = /usr/lib/odbc/libodbcmyS.so
SERVER       = localhost
PORT         = cvsql2
USER         = cv
Password     =
Database     = palantir
OPTION       = 3
SOCKET       =

2.2.5.2 Simple C++ example:

/* Simple OTL Example */

// Connection object
otl_connect database(“DSN=palantir;UID=cvsql2;PWD=foo;”);

// OTL Query Stream
otl_stream query(1, “SELECT user FROM palantir;”, database);

// Retrieve string
std::string user;
query >> user;

// Log off
database.logoff();

2.3 CVSQL 2 Client applications

2.3.1 Internal CVSQL 2 client

The CVSQL 2 client developed together with the CVSQL 2 server is a simple shell (command line) application, a "dummy" client. Its purpose is enabling the user to connect to the CVSQL 2 server and the query execution in the simplest possible way. The client application knows how to get user login data, the database name which the query will be executed on, and the query itself. The client doesn't know if the user has access rights, if the database with the given name exists on the server, or how to parse/check the user query for a syntax check. All that is done at the server side, and errors, if they occur, are reported to the user through the client user interface. The data between the server and the client is being transferred using the XML-RPC protocol.

2.3.2 3rd party client application development

The development of other client applications may be based on the XML-RPC interface, the Legacy XML Bridge/Server (not recommended) or the JDBC interface. Based on the developer's selection, the chosen interface descriptions can be found in the subchapters of the chapter 0 The currently supported platform is Linux. The CVSQL 2 is portable but not ported to Microsoft Windows environment. All requirements are portable.

CVSQL 2 Server Interfaces
. 

Data structure is given in the chapter 3 Data Structure. Supported SQL commands for the CVSQL 2 server are described in the chapter 4 SQL Support .
3. Data Structure

3.1 Introduction

The CVSQL presents the idea of virtual databases.  They are called virtual although they look and act like real databases they are actually simulated by using the data provided by the CVS repository. The software provides read-only access to the CVS repository and not full read-write access, therefore there is no possibility of adding new tables into these databases, adding new columns into existing tables, nor modifying any information within them. 

In order to create new virtual database the correct data must be entered into the server configuration file cvsqlserver.xml, and the new database XML configuration file needs to be made  (the full explanation on how to do that is provided by the Installation and administration manual).

3.2 Database structure

The CVSQL has for each CVS repository virtual database. All CVS repositories, and therefore the virtual tables are defined in the appropriate configuration file. Each CVSLQL user is having the CVS repository credentials and information stored in the appropriate configuration file. Each user can access only those CVS repositories and therefore CVSQL databases for which he/she has valid information in the configuration file.

The database can consist of several virtual databases. Each database is virtual representation for one CVS repository. Each user has its own list of virtual databases. All virtual databases are presented to the user as the real database with real tables. The example of how could user see the list of databases is provided on the following figure:
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Figure 2 - CVS Repositories representated as databases
Structure of data provided by Data Providers is not rigid – each provider reports the data structure upon registration. However, in the interest of backwards compatibility, the CVS Log Provider data structure is fixed to be identical to that of  the first generation CVSQL system. All databases have the same table structure. There are three tables in each database:

· users

· files

· changes

3.2.1 Users

This table contains the list of all users that have at least once committed some data into the CVS repository. This is not the list of all the users that have access to the CVS repository since that list is not available using the standard CVS commands.

The table Users has the following columns:

· author

- Login of the author on the CVS repository

3.2.2 Files

This table contains information about all the files tracked by the CVS repository. 

The table Files has the following columns:

· file

- Name of the file that is tracked in the CVS repository

· dir

- Directory where the file is placed

· lastver

- Last revision of the file listed

· revisions
- The total number of revisions. This number is provided by the CVS repository

3.2.3 Changes

This table contains all the information about all the files and all revisions tracked by the CVS repository.

The table Files has the following columns:

· file

- Name of the file that is tracked in the CVS repository

· dir

- Directory where the file is placed

· lastver

- Last revision of the file listed

· revisions
- The total number of revisions. This number is provided by the CVS repository

· selrev

- The number of selected revisions for this file

· thisrev

- The currently selected revision

· date

- The date of change / commit file

· author

- Login of the author on the CVS repository

· state

- The state of the current file as provided by the CVS

· added

- The number of lines added in this commit

· deleted

- The number of deleted lines in this commit

· descr

- Description that was given by the author for this commit

The database structure is also given on a following figure:

[image: image3.jpg]author (string)

DATABASE CvsQL

CHANGES

file (String)
dir (String)
head (String)
revisions (int)
selver (String)
thisrev (String)
date (Date)
author (String)
state (String)
added (Int)
deleted (Int)
desc (String)

FILES

file (string)
dir (string)

lastver (string)
revisions (int)





Figure 3 – Database structure

3.3 The “db_tables” table

Each database containes automatically-handled “db_tables” table wich contains description of all tables in one database. This enables the user to discover the table structure at runtime, and not hard-code the table structure into application. The structure of db_tables is as follows:

db_tables(table):

  - table (string)
/* Table name as used in cvs */

  - column (string)
/* Column name */

  - ctype (string)
/* Column type (one of 'STRING', 'INTEGER', 'DECIMAL', 'DATETIME') */

To query the tables in the database, client can use:

SELECT DISTINCT(table) FROM db_tables;

To query the structure of table “users”,  client can use:

SELECT column, ctype FROM db_tables WHERE table = 'users';

4. SQL Support

4.1 Supported SQL Commands

The CVSQL 2 server understands two SQL commands:

· USE

· SELECT

4.2 Supported SQL types

	Data type
	Format
	Description

	STRING
	Array of characters
	Used for various text values

	INTEGER
	Round number, signed, 32 bit, ASCII representation
	Used for integer values

	DATETIME
	YYYY/MM/DD hh:mm:ss
YYYY-MM-DD hh:mm:ss
	Used to display the date value, represented and treated as string

	DECIMAL
	Standard double-precision (64-bit) IEEE floating point, ASCII representation
	Used to display the float value

	NULL
	NULL
	Null value


4.3 USE command

The USE command is used to specify the CVS repository which you would like to get data from. Each CVS repository is represented as one virtual database in the software. The syntax of the SQL USE command is:

USE database;


The database keyword should be changed to the name of one database from the CVS repository, as given in the server configuration file cvsqlserver.xml. If an invalid (non-existent) database name is entered, the software will notify user about the error.

4.4 SELECT command

Here is the supported syntax for SQL command SELECT, specified in the BNF notation:

<select_cmd> ::= SELECT <selection_list> FROM <table_list> <join_clause> 


<where_clause> <groupby_clause> <orderby_clause> <limit_clause>
<selection_list> ::= <selection_item> | <selection_item> COMMA <selection_list>
<selection_item> ::= STAR


| ( IDENT ( LPAREN ( STAR | IDENT ) RPAREN )? ( AS IDENT )? )
<table_list> ::= <table_item> | <table_item> COMMA <table_list>
<table_item> ::= IDENT ( AS IDENT )?
<join_clause> ::= ( ( ( ( OUTER )? LEFT ) | ( INNER )? )? JOIN


IDENT ( AS IDENT )? ( ON <expr> )? )*
<where_clause> ::= ( WHERE <expr> )?
<expr> ::= <factor> ( AND <expr> )?
<factor> ::= <term> ( OR <factor> )?
<term> ::= ( NOT <atom> | <atom> <relop> <atom> )
<atom> ::= LPAREN expr RPAREN


| IDENTIFIER ( LPAREN expr RPAREN )? | STRING | NUMBER
<groupby_clause> ::= ( GROUP BY <groupby_item> ( COMMA groupby_item )* )?
<groupbyItem> ::= NUMBER | IDENT
<orderby_clause> ::= ( ORDER BY <orderby_item> ( COMMA <orderby_item> )* )?
<orderby_item> ::= NUMBER | IDENT
<limit_clause> ::= ( LIMIT NUMBER )?

In more human-readable form, the supported syntax for the SELECT command is:

SELECT [ * | column [ AS alias ] | function(column) [ AS alias ], .. ]

FROM [ table [ AS alias ], ...]

[ LEFT | OUTER | INNER ] JOIN table [ AS alias ] [ ON filter ]

[ WHERE filter ]

[ ORDER BY column | index, ... ]

[ GROUP BY column | index [ ASC | DESC ] ... ]

[ LIMIT number ]

Where filter is an expression containing the following relation operators which can be grouped using parentheses:

· AND

(conditions separator)

· OR

(conditions separator)

· <

(int, date)

· >

(int, date)

· <>

(string, int, date)

· =

(string, int, date)

· <=

(int, date)

· >=

(int, date)

· LIKE

(string)

· MATCHES
(string)

and function can be:

· column_name

· SUM(column_name)

· MIN(column_name)

· MAX(column_name)

· AVG(column_name)

· COUNT(column_name)

· COUNT(*)

The database keyword should be changed to the name of one database from the CVS repository, as given in the server configuration file cvsqlserver.xml. If an invalid (non-existent) database name is entered, the software will notify user about the error.
There are some limitations in CVSQL SELECT syntax:

· If SELECT * is used, then column names can't be used

· There are no sub select queries

Also, CVSQL 2 introduces some improvements in supported CVSQL SELECT syntax compared to the first generation CVSQL software:

· CVSQL 2 enables the use of aliases, or AS syntax in SELECT, for example: SELECT user AS usr FROM…
· You can execute SELECT on multiple tables in the FROM syntax using JOIN clause, for example: SELECT * from user INNER JOIN changes ON users.author = changes.author…
· Column names that are part of the aggregate functions now can have alias names using the AS syntax. If aliases are not used, predefined names are as follows (The order of output is the same as the order of items defined in the SELECT statement):

SUM (colname) => colname_sum

MIN (colname) => colname_min

MAX (colname) => colname_max

AVG (colname) => colname_avg

COUNT (colname) => rowcount_colname

COUNT (*) => rowcount

The order of the SQL keywords must follow the following SQL syntax: SELECT … FROM … WHERE … GROUP BY … ORDER BY … LIMIT …;

The SQL standard defines that at least the SELECT … and FROM … part must be defined.

4.5 Examples

Examples of the currently supported SQL Queries are:

SELECT * FROM users;

SELECT * FROM files 
  WHERE file LIKE '%.c' 
  ORDER BY dri ASC;

SELECT * FROM changes
  WHERE file LIKE '%.c' 
    AND thisrev = head 
    AND date > '2003/11/17 00:00:00' 
  ORDER BY author DESC LIMIT 20;

SELECT * FROM changes 
  WHERE (author = 'john' OR author = 'bill') 
    AND date > '2004';

5. Error handling

All error handling in CVSQL system is done using exceptions (both in core and JDBC driver parts of the system).

5.1.1 CVSQL 2 Core Exceptions

	Error
	Action

	CvsqlConfigException
	Thrown at the server startup if an invalid XML server configuration file is passed as a startup parameter – checks if it's a valid XML document with a valid root element. If this exception is thrown, the server exits presenting the error message to the user.

	CvsqlServerException
	Thrown after the configuration setup of the server when the server is actually being started, if a network server isn't specified in the configuration file. Server exits presenting the error message to the user.

Thrown at the query execution if a non-existent database is specified. Should be caught by a client application and provide user with a possibility to enter new database name to execute query against.

	DatabaseConfigException
	Thrown at the server startup if an invalid XML database configuration file is specified in the server configuration file – checks if it's a valid XML document with a valid root element. If this exception is thrown, the server exits presenting the error message to the user.

Thrown at the server startup if server encounters a problem accessing the database log file. If this exception is thrown, the program exits presenting the error message to the user.

	SQLSetException
	Thrown when database data error encounters. Internally caught exception.

	SQLEngineException
	Thrown when internal data conversion, comparison, mathematical operations, data format or data compatibility fails. Internally caught exception.

	NetworkException
	Thrown when a network connection problem occurs.

	LexException
	Thrown when SQL query parser encounters an SQL query lexical error. Internally caught exception

	ParserException
	Thrown when SQL query parser encounters an SQL query syntax error. Internally caught exception

	ProviderException
	Thrown when data provider encounters an error related to its options, wrong database table name or data repository access. Server will exit if wrong provider parameters are configured in the database configuration file, notifying user about the error. Otherwise, it's an internally caught exception

	ProviderManagerException
	Thrown when the provider registration error occurs. The database access is not possible if this exception occurs, the server will exit notifying user about the error.


5.1.2 JDBC driver

	Error
	Action

	CVSQLException
	This is a general exception that is thrown when most any other exception occurs within the driver. This is used to encapsulate these miscelaneous exceptions.

	CVSQLProtocolException
	Thrown when the CVSQLAPI class encounters a poorly formed  or invalid response from the server. This could be anything from an invalid data length in the version 2.0 protocol to a malformed XML entity.

	SQLException
	Usually thrown in CVSQLResultSet but can also occur in most of the other classes. This is encapsulated in a CVSQLException before being thrown from the ResultSet. This exception may occur during a call to an unsupported feature.

	DOMException
	These are thrown by CVSQLResultSet if it encounters an error while traversing its row data using the DOM. Normally, these will not occur unless the server responds with valid XML that does not adhere to the protocol.

	IOException
	IOExceptions can be thrown, caught, and re-encapsulated as CVSQLExceptions during the network connection handling in CVSQLAPI, which includes the initial connection to the server as well as writing queries and reading responses.
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